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Abstract. High Utility Pattern Mining (HUPM) consists of discovering patterns having
a high utility (importance) in databases. However, a fundamental limitation of HUPM
is that it is focused on the utility or benefits provided by patterns but completely ignores
the cost or effort required to obtain these benefits. Generally, the cost of a pattern can be
expressed in terms of various aspects such as time, money, resources consumed and effort.
Because HUPM does not consider the cost of patterns, it can find numerous patterns that
have a high utility but a very high cost and miss numerous patterns that have very low cost
but a relatively high utility. For example, in the context of hospital data, many patterns
may be found that lead to a desirable outcome such as being cured but these patterns may
have a cost that is prohibitive. This paper addresses this important limitation of HUPM
by defining the problem of discovering Low-cost High Utility Patterns in sequences. Three
sub-problems are defined corresponding to three cases where (1) the utility is represented
as binary classes representing a desirable and undesirable outcome (e.g. cured or died
after some medical treatments), (2) the utility is represented as a numeric value (e.g.
score obtained at an exam), and (3) the utility is represented using binary classes but
where only records representing the positive class are available. For each of these cases,
utility and cost are represented separately, and appropriate measures are designed to
assess the trade-off and correlation between cost and utility. To efficiently find low-cost
high utility patterns, three algorithms are designed, corresponding to the three cases. An
experimental study shows that the proposed algorithms are efficient and can discover
interesting patterns in e-learning data.
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1. Introduction. Frequent Pattern Mining (FPM) [13] is a popular data mining task, which discov-
ers frequently occurring sets of items (frequent itemsets) in customer transactions. Although frequent
itemsets provide information that can be used for decision making, it has some important limitations
such that it does not consider the time or sequential ordering of transactions. To overcome this issue,
FPM was generalized as Sequential Pattern Mining (SPM) [1, 22]. The goal of SPM is to find frequently
occuring subsequences in a set of sequences. SPM has broad applications in real life, such as analyzing
customers’ purchase habits, DNA sequences, business processes and tweets [18]. Some early sequential
pattern mining algorithms are AprioriAll and GSP [1, 22]. Given a minimum support (frequency) thresh-
old minsup, they enumerate all sequences appearing in at least minsup sequences using a breadth-first
search. Then, several algorithms were proposed to improve the performance of SPM such as SPADE,
which relies on a vertical database representation [33], and FreeSpan [19], which adopts a pattern-growth
approach to avoid generating candidates. SPM remains a very active research area and novel algorithms
are continuously proposed [24, 25].

One of the most important application of SPM is to analyse customers’ behavior. However, a major
limitation of SPM is that it does not consider the purchase quantities and unit profits of items. To find
patterns that yield a high profit rather than frequent patterns, SPM has been generalized as High Utility
Pattern Mining (HUPM). Given a sequence database with profit information and a user defined minimum
utility threshold, HUPM discovers all profitable subsequences (high utility patterns). However, HUPM is
a much more difficult problem than FPM because the downward closure property typically used in SPM
to reduce the search space does not hold for the utility measure used in HUPM, which means that the
utility of a pattern can be either higher, equal or lower than that of its subsets [11, 15, 23, 26, 30, 31, 32].

HUPM is useful for many applications as it can discover high utility patterns in data, where the
utility is a numerical measure of the importance or benefit provided by a pattern (e.g. the profit).
For example, a pattern that may be discovered in customer data is ⟨smartphone, headphone, battery⟩
indicating that these items are typically purchased in that order and yield a high profit. However, a
fundamental limitation of HUPM is that it is focused on the utility or benefits provided by patterns but
completely ignores the cost or effort required to obtain the benefits of these patterns. For example, in the
context of hospital data, a pattern ⟨medicine, treatment, cured⟩ may be found indicating that taking a
given medicine and treatment may result in getting cured, where being cured may be considered as the
utility of the pattern. However, if HUPM is applied on such data, it will ignore the cost of the medicine,
treatment and effort to obtain the desired result of being cured. Generally, the cost of a pattern can be
expressed in terms of aspects such as time, money, resources consumed and effort.

Because HUPM does not consider the cost of high utility patterns, it can find numerous patterns that
have a high utility but have a high cost. For example, in the context of hospital data, many patterns may
lead to a desirable outcome (have a high utility) but have a cost that is prohibitive. Moreover, HUPM
may fail to discover patterns that have a slightly lower utility but a much lower cost. Thus, high utility
patterns may be highly misleading for decision makers, as they do not mention the cost required by the
patterns to achieve the utility. Integrating the concept of cost in HUPM is thus desirable but it is not
a trivial task since cost and utility may be measured in terms of different aspects (e.g. profit vs time
spent). Moreover, cost and utility should not be combined in a naive way by subtracting the cost from
the utility because it would not allow assessing how strong is the correlation between the cost and the
utility for each pattern. In fact, it is desirable to discover patterns that not only have a low cost and high
utility but that also provide a good trade-off between the cost and utility, and have a strong correlation
between the cost and utility. Thus, a new model must be proposed and efficient techniques to find such
patterns.

In this paper, we address this challenge by defining a novel problem of discovering patterns providing
a good trade-off between the cost and utility in sequences containing utility and cost information. These
patterns are called Low-Cost High Utility Patterns (LCHUP). The main contributions of this study are
as follows.

• The problem of discovering Low-cost High Utility Patterns in sequences is proposed. Three sub-
problems are defined corresponding to three cases occuring in real-life where (1) the utility is
represented as binary classes representing a desirable and undesirable outcome (e.g. cured vs
died), (2) the utility is represented as a numeric value (e.g. the score obtained at an exam), and
(3) the utility is represented using binary classes but where only records representing the positive
class are available. For each of these cases, appropriate statistical measures are designed to assess
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the correlation between cost and utility. Moreover, the properties of the proposed problems are
studied.

• A novel lower-bound on the average cost of patterns is designed to be able to reduce the search
space and discover patterns efficiently. Based on these theoretical results, three algorithms are
designed to find patterns for the three considered cases. The algorithms adopt a pattern-growth
approach to efficiently discover patterns.

• An experimental study has been carried to evaluate the performance of the proposed algorithm
on several datasets for several parameters values. Results show that the algorithms are efficient
and that the proposed lower-bound can considerably reduce the search space. A case study on
e-learning data also shows that interesting patterns are found.

This paper was accepted as part of the UDM (Utility Driven Mining) 2018 workshop, held at the KDD
2018 conference.

The rest of this paper is organized as follows. Section 2 reviews related work. Section 3 defines the
problem. Section 4 presents the proposed algorithms. Section 5 describes the experimental evaluation.
Finally, Section 6 draws the conclusion.

2. Related Work. Some prelimiary work toward the integration of cost to analyse people’s behavior
have been done in the field of Process Mining (PM). PM is a subfield of data mining that aims at
extracting useful information from event logs such as patterns and models, which characterise a business
process [29]. PM has been used to analyze various types of event logs from domains such as business,
education and healthcare [28, 2, 17], using both unsupervised and supervised methods [12, 21]. An event
log is a sequence of events, each representing an activity, and annotated with a timestamp. Mannhardt
et al. [16] applied PM to analyze pathways of inpatients with the sepsis condition. The result is a graph
where nodes denotes activities and edges represents the temporal relationships between these activities.
For this application, PM allowed to extract guidelines to improve sepsis treatment. However, this studies
also highlighted limitations of PM such as the extraction of a graph structure representing a process,
which is difficulty understandable by patients and doctors. This is an important problem since for more
complex business processes, the produced model (graph) can be much larger and complex. Some other
limitations of that study are that the model only shows relationships between consecutive activities (it
cannot skip some activities) and do not consider the cost. Recently, Dalmas et al. [3] proposed a pattern
mining algorithm named TWINCLE for analyzing event-logs of hospitals, where each patient activities
has a cost. The TWINCLE algorithm finds sequential rules, where the antecedent and consequent of a
rule are events. The rules can be used to predict what will happen to a patient if some events occur. Rules
are selected based on their cost and displayed to the user with the aim of reducing the monetary cost of
medical treatments. The algorithm first generates rules having two events and then recursively produces
larger rules from these rules using a depth-first search. The user must specify several parameters in terms
of pattern length, cost, confidence and time. Although interesting low cost patterns were extracted by
TWINCLE, a major limitation is that it only focuses on the cost of patterns and ignore the utility. In
this paper, we argue that both factors must be considered as well as their relationship, to find patterns
offering a good trade-off between utility and cost.

Another related work is emerging pattern mining, which aims at discovering patterns that appear
significantly more often in a class than in another class. For example, Poon et al. [20] proposed to
discover emerging sequential patterns in educational data. The data is an event log from a statistic
course, which includes series of activities with timestamps such as access to simulations, videos and
quizzes. To analyze the behavior of learners, they were categorized in two groups (class labels) based on
quiz scores (above and below average scores). Then, patterns were extracted that discriminate between
the two groups to recommend better ways of using e-learning resources. However, a major limitation of
this work is that it does not consider the cost such as the time spent by students for each activity to
obtain high scores. Moreover, score is defined as a binary variable rather than a numeric variable, which
results in informatin loss. It is thus desirable to find methods that can identify patterns having a low
cost and high utility (e.g. high scores).

To address the above limitations of previous work, the next section proposes the novel problem of
discovering low-cost high utility patterns by combining both the concept of utility and cost for pattern
extraction. In the proposed model, the cost is viewed as a numeric value associated to each event, while
the utility is either defined as a binary class label (e.g. cured or died or a numeric value (e.g. an exam
score) that is associated to each sequence. Moreover, a concept of trade-off is also introduced to assess
the correlation between utility and cost.
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Table 1. SADB with binary classes

Sid Sequence (activity[cost]) Class

1 <(a[2]),(b[4]),(c[9]),(d[2])> +

2 <(b[1]),(d[12]),(c[10]),(e[1])> −

3 <(a[5]),(e[4]),(b[8])> +

4 <(a[3]),(b[5]),(d[1])> −

5 <(b[3]),(e[4]),(c[2])> +

3. Problem Definition. This section presents the proposed task of mining LCHUP. Two types of
sequence databases are considered, for the needs of different real-life applications. The first one considers
that the utility is represented as a binary class, while the second one considers that it is a numerical
value. From these definitions, three versions of the problem of LCHUP mining are defined. The next
paragraphs introduce important preliminary definitions.

Definition 3.1. (Sequential Activity Database) A sequential activity database (SADB) is a set of se-
quences SADB = {S1, S2, . . . Sn}, where each sequence Ss has a sequence identifier s (1 ≤ s ≤ n). A
sequence Ss is a list of activities ⟨{v1[c1], v2[c2], . . . vm[cm]} |Utility⟩, where the notation vi[ci] indicates
that an activity vi was performed with a cost ci (a positive number). In a binary SADB, the value Utility
of a sequence Ss is a binary class label + or −, respectively representing a positive or negative outcome. In
a numeric SADB, the value Utility is a positive number. Activities in sequences are ordered by ascending
order of timestamps.

For example, Table 1 illustrates a binary SADB containing five sequences. The first sequence indicates
that the activity a was performed with a cost of 2, followed by b with a cost of 4, c with a cost of 9, and
d with a cost of 2. The utility of this sequence is the class label + (a positive outcome).

Definition 3.2. (Pattern) A pattern p is an ordered set of activities {v1, v2, ..., vo}. The pattern p is a
sub-pattern of another pattern q = {w1, w2, ..., wp} if there exists integers 1 ≤ x1 ≤ x2 ≤ . . . ≤ xk ≤ o
such that wx1 = v1, wx2 = v2, . . ., wxo = vo. A pattern e = {r1, r2, ..., rq} is an extension of pattern p if
there exists integers 1 ≤ y1 ≤ y2 ≤ . . . ≤ yk ≤ o < q such that ry1 = v1, ry2 = v2, . . ., ryo = vo. In other
words, an extension of a pattern is a pattern that has the same prefix but some additional activities. The
pattern p is said to appear in a sequence Ss = ⟨{v′1[c1], v′2[c2], . . . v′m[cm]} |Utility⟩ (denoted as p ⊆ Ss)
if there exists integers 1 ≤ a1 ≤ a2 ≤ . . . ≤ ak ≤ o such that v′a1 = v1, v′a2 = v2, . . ., v′ao = vo. For the
smallest such set of integers a1, a2, . . . ak such that p ⊆ Ss, the set of activities {v′a1, v′a2 . . . v′ao} is said
to be the first occurrence of p in Ss and is denoted as first(p, Ss).

Definition 3.3. (Cost of a pattern) Let there be a pattern p. The cost of the pattern p in a sequence Ss

is: c(p, Ss) =
∑

vi∈first(p,Ss)
c(vi, Ss) if p ⊆ Ss and otherwise 0. The cost of a pattern p in a SADB is

the sum of its cost in all sequences, i.e. c(p) =
∑

p⊆Ss∧Ss∈SADB c(p, Ss).

Definition 3.4. (Projected database) The projection of a sequence Ss by a pattern p is the part of sequence
that appears after the first occurrence of p in Ss or the empty sequence if p does not appear in Ss. The
projection of a database SADB by a pattern is the set of all projected sequences by p.

For example, the projected database of pattern {a, b} is ⟨{c[9], d[2]}|+⟩, ⟨{d[1]}|−⟩.
Definition 3.5. (Support of Pattern) The support of a pattern p is denoted as sup(p) and is defined as
the number of sequences that contains p. In other words, sup(p) = |{Ss|p ⊆ Ss ∧ Ss ∈ SADB}|.
Definition 3.6. (Average Cost of Pattern) The average cost of a pattern p is defined as: ac(p) =∑

p⊆Ss∧Ss∈SADB c(p,Ss)

|sup(p)| .

For example, consider the pattern {a, b} and the SADB of Table 1. The cost of {a, b} in S1 is
c({a, b}, S1) = 2 + 4 = 6, and the cost of {a, b} in the whole database is c({a, b}) = c({a, b}, S1) +
c({a, b}, S3) + c({a, b}, S4) = (2 + 4) + (5 + 8) + (3 + 5) = 27. Since, sup({a,b}) = 3, the average cost of
{a, b} is 27

3 = 9.
While the support is an antimonotonic measure that can be used to reduce the search space, the

average cost is neither monotonic nor anti-monotonic.
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Table 2. Positive low-cost patterns

Pattern Average cost Pattern Average cost

{a} 3.5 {c} 5.5

{e} 4.0 {b, c} 9.0

{b} 5.0 {a, b} 9.5

Property 1. The support is antimonotonic, that is the support of a pattern must be greater or equal to
the support of its extensions [1].

Property 2. The average cost is not monotonic nor anti-monotonic, that is a pattern’s average cost may
be smaller, equal or greater than that of its extensions.

The above property is proved using an example. In Table 1, ac(a) = c({a}, S1) + c({a}, S3) +
c({a}, S4))/sup({a}) = (2+ 5+3)/3 = 3.3, while ac(d) = c({d}, S1)+ c({d}, S2)+ c({d}, S4))/ sup({d})
= (2 + 12 + 1)/3 = 5 and ac({a, d}) = c({a, d}, S1) + c({a, d}, S4))/ sup({a, d}) = (4+4)

2 = 4. Thus
the average cost cannot be used to prune the search space. To solve this problem, a lower-bound on the
average-cost will be introduced in Section 4.

3.1. Positive patterns in a binary SADB. The first version of the proposed problem aims at dis-
covering low cost patterns in a SADB where the utility is a binary value (positive or negative). Many
real-life databases of this type exists such as medical pathways where a patient may be cured or may die
as a result of medical treaments, and e-learning data where a student may pass or fail an exam as a result
of learning events. The simplest way of analyzing such databases is by considering only the positive class
to mine low-cost patterns associated to the positive class. This problem is defined as follows:

Definition 3.7. (Problem Definition) Given a minimum support threshold minsup and a maximum cost
maxcost, the problem of mining positive patterns in a binary SADB is to find each pattern p such that
(sup(p) ≥ minsup) ∧ (ac(p) ≤ maxcost).

Thus, low cost patterns that can provide a high utility may be found. Patterns can then be sorted
by decreasing average cost before being presented to the user. For example, sequences corresponding to
the positive classes in the SADB of Table 1 are S1, S3 and S5. For minsup = 2 and maxcost = 20, six
patterns are found, as shown in Table 2.

3.2. Correlated patterns in a binary SADB. Although mining positive patterns in a binary SADB
is interesting, it has an important limitation, which is that only positive sequences are considered and
that the correlation between a pattern and the utility is not measured. Thus, some patterns may be
misleading to users as they may also appear in negative sequences. To address this issue, the problem of
mining correlated low-cost patterns in a binary SADB is defined based on the following definitions.

Consider a binary SADB containing both sequences with positive and negative class labels such as
the database of Table 1. Let D+

p and D−
p respectively denote the set of positive and negative sequences

containing the pattern p in SADB. We define the correlation between a pattern and the utility as follows:

Definition 3.8. (Correlation with binary utility) The correlation of a pattern p to the binary utility in

a SADB is defined as: cor(p) =
ac(D+

p )−ac(D−
p )

Std

√
sup(D+

p )
|Dp|

sup(D−
p )

|Dp| where ac(D+
p ) and ac(D−

p ) respectively

denote the pattern p’s average cost in D+
p and D−

p , Std is the standard deviation of p’s cost and sup(D+
p ),

sup(D−
p ) are respectively the support of p in D+

p and D−
p .

For example, in Table 1, cor({c}) = ( 9+2
2 − 10

1 )

Std(9,2,10)

√
2
3 × 1

3 ≈ −0.60. The proposed correlation measure
adapts the concept of biserial correlation used in statistics to assess the correlation between a binary
attribute and a numeric attribute. The range of the cor measure is [−1, 1]. If the value is positive, it
means that there is a positive correlation between the pattern and a positive utility, while a negative value
indicates a negative correlation. A larger (smaller) positive (negative value) indicates a greater positive
(negative) correlation. For example, cor({a, b}) = 0.8 indicates that {a,b} is strongly correlated with the
positive class, while cor({a, c}) = −0.5 indicates that this pattern is correlated with the negative class.
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Table 3. Correlated low-cost patterns (binary classes)

Pattern Correlation Average cost

{e} 1.0 3.0

{b} 0.42 4.2

{a, b} 0.24 9.0

{a} 0.19 3.3

{b, c} −0.28 9.7

{d} −0.43 5.0

{b, d} −0.50 8.3

{c} −0.60 7.0

Table 4. A numeric SADB

Sid Sequence (activity[cost]) Utility

1 <(a[20]),(b[40]),(c[50]),(d[20])> 80

2 <(b[25]),(d[12]),(c[30]),(e[25])> 60

3 <(a[25]),(e[14]),(b[30])> 50

4 <(a[40]),(b[16]),(d[40])> 40

5 <(b[20]),(e[24]),(c[20])> 70

Definition 3.9. (Problem Definition) Given a minimum support minsup and a maximum cost maxcost,
the problem of mining correlated low-cost patterns in a binary SADB is to find each pattern p such that
(sup(p) ≥ minsup) ∧ (ac(p) ≤ maxcost) and calculate its correlation cor(p).

The goal is thus to find low-cost patterns that are correlated with a high utility. For example, for the
database of Table 1, minsup = 3 and maxcost = 10, eight patterns are found, as shown in Table 3. It
is observed that several patterns have a negative correlation such as {c}, {b, d}, {d}, and {b, c}. Thus,
considering both positive and negative classes with the cor measure is useful to identify the truly positive
patterns.

3.3. Correlated patterns in a numeric SADB. In the problems of Section 3.1 and Section 3.2„
utility is binary. However, in many real-life activity logs, the utility is instead represented as numeric
values. For example, in e-learning activity logs, exam scores may be values in the [0,100] interval. For
instance, a numeric SADB is shown in Table 4. The previous problem definitions are unsuitable for
mining low-cost patterns in such data. Thus, this subsection presents an adaptation of the problem of
low-cost high utility pattern mining for numeric data. We redefine the concept of a pattern’s utility and
introduce a novel measure called trade-off to assess the relationship between cost and numeric utility.

Definition 3.10. (Utility of a Pattern) Let su(Ss) denotes the utility of a sequence Ss. The utility of
a pattern p in a numeric SADB is the average of the utility of sequences in which it appears, that is:
u(p) =

∑
p⊆Ss∧Ss∈SADB su(Ss)

|sup(p)| .

Definition 3.11. (Trade-off) The trade-off of a pattern p aims at measuring the efficiency of a pattern.
It is the ratio of the average cost to the average utility: tf(p) = ac(p)/u(p).

For instance, the trade-off of {a, d} in Table 4 is tf({a, d}) = ac({a, d})/u({a, d}) =
[c({a,d},S1)+c({a,d},S4)]/sup({a,d})

[su(S1)+su(S4)]/2
= [(20+20)+(40+40)]/2

[(80+40)]/2 = 1.
The trade-off of a pattern is a value in the (0,∞) interval. If a trade-off is small, it indicates that this

pattern is efficient, that is that utility is obtained at a low cost by using this pattern.



56 Philippe Fournier-Viger, Jiaxuan Li, Jerry C. W. Lin, and Tin T. Chi

Table 5. Low-cost patterns with trade-off

Utility Pattern Trade-off

70 {b, c} 0.88

65 {b, e} 0.72

60 {b, d} 0.85

56 {a, b} 1.01

Definition 3.12. (Problem Definition) Given a minimum support minsup and a maximum cost maxcost,
the problem of mining correlated patterns low-cost patterns in a numeric SADB is to find each pattern p
such that (sup(p) ≥ minsup) ∧ (ac(p) ≤ maxcost) and calculate its trade-off tf(p).

The above problem allows to find patterns with a small trade-off under the conditions of minimum
support and maximum cost. For each range of utility, the most efficient patterns can then be presented
to the user. For example, for minsup = 2 and maxcost = 100, four patterns are found in Table 4. They
are shown in Table 5. The pattern {b, e} is considered the most efficient.

4. Proposed Algorithm. This section presents algorithms to efficiently discover LCHUP for the three
problems introduced in the previous section. The basic search procedure for exploring the search space
is based on the PrefixSpan algorithm [19] for SPM. The procedure is adapted to consider the cost and
utility, and a novel lower-bound on the cost is introduced to reduce the search space.

4.1. Lower bound on the average cost. In HUPM, several upper-bounds on the utility of itemsets
have been defined to reduce the search space, and improve the performance of HUPM. In this study, the
cost is neither monotonic nor anti-monotonic and thus cannot be directly used for search space pruning.
Moreover, upper-bounds on the utility from previous work cannot be used in this work as the utility and
cost are defined differently. Hence, a lower-bound on the cost is designed, named Average Supported Cost
(ASC), and a corresponding pruning property.

Definition 4.1. (Average Supported Cost) For a pattern p, let seq(p) be the set of sequences where
p appears. Furthermore, let sc(p) be the costs of p in these sequences. Assume that sc(p) is sorted in
ascending order. The Average Supported Cost (ASC) of p is the first minsup cost values in sc(p), divided
by sup(p), and is denoted as asc(p).

Property 3. (Underestimation) The ASC of a pattern p is smaller than or equal to its true cost, that
is asc(p) ≤ c(p).

Property 4. (Monotonicity) The ASC measure is monotonic. Let px and py be two patterns. If px ⊂ py,
then asc(px) ≤ asc(py).

Property 5. (Pruning) For a pattern p, if asc(p) > maxcost, then the pattern p is a high-cost pattern
(ac(p) > maxcost) as well as all its extensions.

The proofs are ommitted. For example, in Table 4, assume that the minimum support is 2, asc({a}) =
(20+25)/3 = 15 < ac({a}) ≈ 28.3. The ASC of pattern b that after a is asc({b}) = (16+30)/3 ≈ 15.3 <

ac({b}) ≈ 28.7. Furthermore, asc({a, b}) = (20+30,{a,b})+(40+16,{a,b})
3 = 37 < ac({a, b}) = 57. In this

paper, a key consideration is to find patterns having a low average cost. Using the proposed Property 5,
if the ASC of a pattern is larger than maxcost, this pattern and all its extensions can be eliminated.

4.2. The LCHUB algorithm. The first proposed algorithm is named LCHUB (Low-Cost High Util-
ity pattern mining in Binary SADB). It is designed to mine positive patterns in a binary SADB (see
Section 3.1). The main procedure (Algorithm 1) takes as input a binary SADB, and the minsup and
maxcost thresholds. The algorithm first scans the database to calculate the support, average cost and
ASC (Average Supported Cost) of each activity. For each activity ax such that sup(ax) ≥ minsup, if
the average cost of ax is no greater than maxcost, the pattern {ax} is output. Then the pruning Prop-
erty 5 is applied. If ac(ax) ≤ maxcost the extensions of the pattern ax are explored recursively using a
depth-first search by calling the Search procedure (Algorithm 2). This latter takes as input a database
D, the thresholds and a pattern p. The procedure constructs the projected database of D by the pattern
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p as in the PrefixSpan algorithm [19]. Then, it scans this projected database to calculate the support,
average cost and ASC of each activity in PD. For each activity ay such that sup(ay) ≥ minsup, if the
average cost of ay in PD is no greater than maxcost, the pattern p ∪ ay is output. Then, if the pruning
Property 5 is passed, the Search procedure is called to explore extensions of p∪ay. When the algorithms
terminates, all patterns have been found.

The LCHUB algorithm applies the novel pruning property based on the cost, and also prune patterns
using the minsup threshold as done in traditional SPM. As it will be shown in the experiments, the novel
pruning property based on the cost, can greatly reduce the runtime of the algorithm.

input : a SADB D, minsup, maxcost
output: the positive low-cost patterns

1 Scan SADB to calculate the support, average cost and ASC of each activity;
2 foreach each activity ax do
3 if (sup(ax) ≥ minsup) then
4 if (ac(ax) ≤ maxcost) then
5 Calculate tf(ax); // Addeds for LCHUN
6 Output(ax);
7 end
8 if (asc(ax) < maxcost then Search(D,minsup,maxcost, ax);
9 end

10 end

Algorithm 1: The LCHUB/LCHUN algorithm

input : a SADB D, minsup, maxcost, a pattern p
output: the positive patterns having p as prefix

1 Project the database D using pattern p to obtain a projected database PD. Scan PD to
calculate the support, average cost and ASC of each activity;

2 foreach each activity ay ∈ PD do
3 if (sup(ay) ≥ minsup) then
4 if (ac(p ∪ ay) ≤ maxcost) then
5 Calculate tf(p ∪ ay); // only for LCHUN
6 Output(p ∪ ay);
7 end
8 if asc(p ∪ ay) < maxcost then
9 Search( PD,minsup,maxcost, p ∪ ay);

10 end
11 end
12 end

Algorithm 2: Search procedure of LCHUB/LCHUN

4.3. The Correlated LCHUB algorithm. The second proposed algorithm is named corLCHUB
(correlated LCHUB), and is designed to solve Problem 3.2. The main procedure (Algorithm 3) takes
as input a SADB as Table 1, and the minsup and maxcost thresholds. The algorithm first scans
the database to calculate the support in positive sequences, average cost and ASC lower-bound of each
activity a. If the sup(ax, D

+
ax
) is equal to 0, then the pattern ax and its extensions are ignored (the reason

is that if ax only appears in the negative class, then all its extensions will also only appear in the negative
class). Otherwise, if sup(ax) is larger than minsup and ac(ax) ≤ maxcost, then cor(ax) is calculated and
ax is output. If asc(ax) ≤ maxcost, then the Search procedure (Algorithm 4) is called to consider larger
patterns having ax as prefix. The Search procedure takes as input a database D, the thresholds and a
pattern p to be extended. The Search procedure constructs the projection PD of database D with p and
then scans PD. For each activity ay if sup(p ∪ ay) ≥ minsup and ac(p ∪ ay) ≤ maxcost, then cor(ay) is
calculated and saved as a pattern. And if the cost pruning condition is satisfied asc(p ∪ ay) ≤ maxcost,
the Search procedure is recursively called to extend p ∪ ay.
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The difference between the corLCHUB algorithm and LCHUB is that the correlation is calculated
for each pattern to assess the effect of the pattern on the utility. This information is useful for the user
to select the most efficient patterns.

input : a SADB D, minsup, maxcost
output: the correlated low-cost patterns (for binary SADB)

1 Scan SADB to calculate the support and average cost in positive and negative sequences, and
the ASC of each activity a;

2 foreach activity ax do
3 if sup(ax, D

+
ax
) ̸= 0 then

4 if (sup(ax) ≥ minsup) then
5 if (ac(ax) ≤ maxcost) then
6 if (sup(ax, D

+
ax
) = sup(ax) then cor(ax):=1;

7 else calculate cor(ax) ;
8 Output ax;
9 if asc(ax) ≤ maxcost then Search(D,minsup,maxcost, ax);

10 end
11 end
12 end

Algorithm 3: The corLCHUB Algorithm

input : a SADB D, minsup, maxcost, a pattern p
output: the patterns having p as prefix

1 Construct the projected database of p as PD. Scan PD to calculate the support sup(a),
asc(a), ac(a) and the support of a in positive sequences;

2 foreach activity ay ∈ PD do
3 if sup(ay, PD+

ay
) = 0 then

4 if (sup(ay) ≥ minsup) then
5 if ac(ay) ≤ maxcost) then
6 if (sup(ay, D

+
ay
) = sup(ay)) then cor(p ∪ ay) := 1;

7 else calculate cor(p ∪ ay);
8 Output(p ∪ ay);
9 if asc(p ∪ ay) ≤ maxcost then Search(D, minsup, maxcost, p ∪ ay);

10 end
11 end
12 end

Algorithm 4: Search procedure of the correlated LCHUB algorithm

4.4. The LCHUN algorithm. Another algorithm named LCHUN (Low-Cost High Utility pattern min-
ing in Numeric SADB) is designed for solving the problem of Section 3.3. Its main procedure (Algorithm
1) takes as input a SADB such as Table 4, minsup and maxcost. The algorithm first scans the database
to calculate the support, average cost and ASC of each activity ax. If sup(ax) is no less than minsup
and ac(ax) is no greater than maxcost, the trade-off of ax is calculated and ax is output. If the ASC of
ax is less than maxcost, the Search procedure (Algorithm 4) is called with p = ax to consider patterns
that are extensions of p. This procedure constructs the projected database (PD) of p and scans PD. For
each activity ay , if sup(p ∪ ay) is no less than minsup and ac(p ∪ ay) is no greater than maxcost, the
trade-off of ay is calculated and (p ∪ ay) is output. Then, if asc(p ∪ ay) is no greater than maxcost, the
Search procedure is recursively called to extend p∪ay. When the algorithms terminates all patterns have
been found. The patterns can be sorted by average utility and/or trade-off before being presented to the
user. The main originality of using LCHUN is to use the trade-off measure to quantify the efficiency of
patterns for numeric utility values.
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Figure 1. Runtimes of the proposed algorithms when maxcost is varied

5. Experiments. In this section, we evaluate the performance of the three proposed algorithms: LCHUB,
corLCHUB and LCHUN. Algorithms are implemented in Java and experiments were performed on a com-
puter having a 64 bit Xeon E3-1270 3.6 Ghz CPU, running the Windows 10 operating system and 64 GB
of RAM. A performance evaluation is first described and then a case study in e-learning.

5.1. Performance evaluation. The algorithms were evaluated in terms of performance on three stan-
dard benchmark datasets used in sequential pattern mining, namely Bible, BMS and SIGN, which were
obtained from the SPMF software website [5]. Those datasets have different characteristics such as dense,
sparse, long and short sequences. In these datasets, the cost and utility values were randomly generated
using a simulation model as in previous work on high utility sequential pattern mining [34]. The Bible
dataset contains 36, 369 transactions with 13, 905 distinct items and an average transaction length of 44.3.
The BMS dataset contains 59,601 transactions with 497 distinct items and an average transaction length
of 6.02. The SIGN dataset contains 730 transactions with 267 distinct items and an average transaction
length of 104.1. Since this is the first paper on discovering low-cost high utility patterns, the performance
of the proposed algorithms cannot be directly compared to other algorithms. Thus, we compared each
algorithm with a version where search space pruning using the cost was deactivated. Each algorithm
was run on the three datasets while increasing the maxcost threshold. For each dataset, we recorded
the execution time, number of candidate patterns and number of patterns found. The comparison of
execution times for various maxcost threshold values are shown in Fig. 1 for all datasets. It can be seen
in Fig. 1 that algorithms are at least four times faster using the cost pruning strategy. Moreover, as the
maxcost threshold is increased, the cost pruning strategy becomes less effective (lines are closer on each
chart) and the number of found patterns increases. This is reasonable since when maxcost is increased,
more and more patterns satisfy the contraints on the cost measure. In addition, as minsup increases,
the number of patterns and runtime decrease (as found in traditional SPM, and not shown due to space
limitation).

The comparison of execution times for various maxcost threshold values are shown in Fig. 1 for all
datasets. It can be seen in Fig. 1 that algorithms are at least four times faster using the cost pruning
strategy. Moreover, as the avrcost threshold is increated, the cost pruning strategy becomes less effective
(lines are closer on each chart). This is reasonable since when maxcost is increased, more and more
patterns pass the contraints on the cost measure.

5.2. Case study in e-learning. To evaluate whether interesting patterns can be found in real data, we
applied the developed algorithms on e-learning data collected by Vahdat et. al [27]. This data consists of
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logs of the Deeds e-learning environment, used for learning digital electronics. The environment provides
learning materials. Furthermore, learners are asked to solve problems with different levels of difficulty
to assess their knowledge. The dataset indicates the sequence of activities performed by each student in
each learning sessions. The time spent for each activity by a student is indicated. Moreover a score is
given at the end of each session where a student took and exam, and a score is provided for the final
exam.

5.2.1. Application of correlated LCHUB. We first applied corLCHUB to find useful patterns that have a
low cost in terms of time and that resulted in passing the final exam. More precisely, we wanted to find
which sessions are the most important for passing the exam. The data was first preprocessed to obtain a
sequence of sessions for each student, annotated with the time cost of activities. The utility of a sequence
was defined as the final exam score, transformed as binary classes PASS/FAIL based on a 60% minimum
passing threshold.

After data preparation, the correlated LCHUB algorithm was applied with minsup = 0.5 and maxcost
= 600. Results provide some interesting insights such that pattern {1, 6}, {1, 2, 5, 6}, {2, 6} and {1, 2, 6}
have a positive correlation with success (0.21, 0.209, 0.208, 0.204, respectively), where numbers represents
session IDs. It was also found that some patterns such as {4, 5} and {5} have a negative correlation (-
0.109 and -0.147, respectively). Moreover, it was found that some patterns such as {2, 3}, {3, 4, 5, 6} are
barely correlated with the final exam result, because their correlation are both 0.001. Overall, based on
these patterns, it is found that students who learnt Session 1 and Session 6 are more likely to PASS the
final exam. On the other hand, if a student only studies Session 5, or Session 4 and Session 5, he is
likely to fail the exam. Besides, if a student spend time on the other unrelated sessions, it may increase
time consumption but not increase much the chances of passing the exam. Another observation is that
positive correlation is rather small in this dataset. The reasons are that the dataset is small (only 62
students took the exam), and that few students passed the exam given the 60 point threshold. If the
threshold is reduced, the correlation values increase.

5.2.2. Application of LCHUN. In a second experiment, we applied the designed LCHUN algorithm to
the same e-learning database but to analyse activities within sessions rather than analyzing the whole
learning process. For a student, a session is a sequence of activities where each activity has a time
duration (cost), and the score at the session exam is the utility of the sequence. The database thus
contains multiple sequences for the same session (one for each student). Unlike the previous experiment,
the score is here considered as a numeric utility rather than a binary utility. The goal of this experiment
is to obtain insights about how to efficiently use learning materials to obtain high scores in each session.

For this experiment, parameters were set as minsup = 0.1 and maxcost = 100. For Session 6, the aver-
age score is 14. The most efficient pattern to obtain this score is (DeedsEs_6_2), which has a trade-off of
0.63. For Session 5, to obtain the average score of 6 the most efficient pattern is (Study_Es_5_2), having
a trade-off of 1.35. For Session 4, the average score of 14 is obtained with the pattern (Study_Es_4_2)
having a trade-off of 0.71. From these patterns, it is seen that to obtain an average score, students don’t
need to do all learning activities, and one activity is often enough. Although the above patterns have
a small trade-off, they often also have a low utility. Thus, on overall we suggest considering not just
the trade-off but also the utility to select efficient patterns. For example, for Session 6, to obtain a high
score of 28(/40), the pattern with the smallest trade-off (1.35) is (Deeds_Es_6_1 )(Deeds_Es_6_2
)(Study_Es_6_3 )(Study_Es_6_3).

On overall, it is found in that experiment that efficient patterns can be found for various range of
utility values, which may thus let a user select different patterns based on his goal in terms of utility.
After discovering the patterns, we have also carefully looked at the questions in each session’s final exam
and compared them with the materials of the mined patterns. This has confirmed that there is indeed a
strong correlation between the patterns and the exam questions, which indicates that the patterns found
are reasonable.

6. Conclusion. In this paper, we proposed a novel problem of mining low cost-high utility patterns. We
defined three versions of this problem, which correspond to three different real-life scenarios. Algorithms
were proposed for each problem, which rely on a novel ASC lower-bound on the average cost of patterns
to reduce the search space and discover patterns efficiently. We have performed an experimental study
on three real-life datasets to evaluate the performance of the algorithm. Results show that the pruning
strategy is effective. Moreover, a case study with e-learning data has shown that useful patterns can be
found having a low cost and a high utility. Those patterns can provide insights to students and teachers
about how to use learning material more efficiently.
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For future work, we are interested in exploring other optimizations to improve the performance, includ-
ing developping tighter lower-bounds on the cost of patterns. And we also intend to consider designing
visualization tools for cost-effective patterns [8]. Moreover, we will consider other types of patterns such
as patterns in graphs [10, 6], episodes [7, 9], periodic patterns [14] and distant sequential rules [4].
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